
The ability to reliably determine file timestamps on modern filesystems 

using copy-on-write 

The specifics of storing metadata on filesystems without copy-on-write 

Old filesystems like NTFS, FAT, and EXT, which do not use copy-on-write (CoW) 

store file metadata in a single place. When talking about file metadata, one 

means various dates and times (timestamps), file names and parent directories, 

size, and other file attributes. All file metadata is not necessarily stored in one 

place, but there is no more than one copy of each metadata piece on a disk. 

When deleting a file, a filesystem does not actually erase the metadata. Instead, it 

just marks the space previously allocated to the file and its metadata as free for 

reuse. Previous metadata thus remains intact until the next write, which happens 

to use the same space. 

During normal operation on these filesystems (FAT/NTFS/EXT), there is only one 

place where metadata of a particular file is stored. Surely, there are exceptions, 

for example, when journal is used (on NTFS or EXT), metadata gets into a journal 

for short time resulting in the existence of two copies of metadata for a that 

(short) period of time. Additionally, defragmentation may create the copies of 

metadata. When the defragmenter moves metadata to a more optimal location, 

old copies are not zeroed and therefore can exist long enough to be discovered, 

until their space is used for a new write operation. 

Thus, there can be metadata copies that exist for a long time, days or weeks in 

some cases; however, there are not many of them. More than that, such a case is 

rare since EXT doesn't move i-nodes at all, NTFS moves the MFT rarely, and FAT is 

used mainly on USB thumbdrives which do not require defragmentation. 

Older filesystems using B-trees (HFS/HFS+ and XFS) usually store no more than 

one copy of metadata as well. But these filesystems have some specifics as to 



how their method of storing data affects the preservation of metadata when 

deleting a file. 

A filesystem which uses B-trees usually stores a tree structure as a set of nodes of 

some fixed not too large size. Typical node size is from 16 to 64 KB. Each node 

stores records about dozens, sometimes up to several hundreds, of metadata 

elements. If some metadata element is deleted, its node is entirely reconstructed 

and an unused space in this node is usually zeroed, thus eliminating the chance to 

recover the metadata. 

There are two cases when metadata remains intact. The first is a massive file 

deletion; the second case is when tree rebalancing is required. In both cases, 

there is no content left in a node and the filesystem discards the whole node from 

the tree. Node content on the disk is not zeroed and remains intact.  

With these filesystems, the chance to recover metadata for deleted files 

decreases to some extent; however, there is still a single copy of each metadata 

element. Like NTFS and EXT, journaling and tree rebalancing may result in two 

copies of metadata, which may exist for a long time. 

The specifics of storing metadata on filesystems with copy-on-write 

Generally, such filesystems do not overwrite existing metadata blocks when a file 

changes, but instead create new metadata blocks. This means that several copies 

of the same metadata are routinely stored on a disk.  

What happens to timestamp mеtadata on BTRFS 

In the research, we examined what happens to the metadata elements storing 

timestamps when a file is modified on BTRFS – modern filesystem used in 

NETGEAR NASes.  

So we created an empty file (1.txt) using gedit in a virtual machine working under 

Linux Mint. Then we opened a file, wrote a text line "Modification 19:25", and 

saved changes. Since gedit is designed in such a way that a copy of file being 



modified is saved as a new file, which is then is renamed, and only after that an 

old copy is destroyed, the original empty file has an ObjectID 257 while the 

modified version has an ObjectID 258. Afterwards the virtual machine was turned 

off so that to flush the cache and to shut down the filesystem correctly. In this 

way, we got image01.img.  

Then searching the disk for the metadata, we found the following metadata items 

related to the objectID 258: 

LBA Offset 

Generation NFS 

sequence 

number 

Time 

Node Item Created Modified Accessed 

73952 0x3EDE 9 9 5 06 25 20 06 25 20 06 25 20 

74080 0x3fd0 9 9 3 06 25 20 06 25 20 06 25 20 

74112 0x3fd0 9 0 5 06 25 20 06 25 20 06 25 20 

74272 0x3ede 9 9 5 06 25 20 06 25 20 06 25 21 

283616 0x3ede 9 9 5 06 25 20 06 25 20 06 25 20 

283744 0x3fd0 9 9 3 06 25 20 06 25 20 06 25 20 

283776 0x3fd1 9 0 5 06 25 20 06 25 20 06 25 20 

283936 0x3ede 9 9 5 06 25 20 06 25 20 06 25 21 

Table 1. Image file #1 

There are two groups of timestamps. You can get the correct timestamp only by 

sorting the available timestamps by time. Generation numbers allow determining 

neither the latest nor the correct timestamp. None of three variants of what can 

be used as generation numbers (node/item/NFS generation numbers) allows you 

to determine the correct timestamp since there are metadata copies having the 

same generation numbers but different timestamps – see the highlighted rows. 

Then we opened a file once again and modified it with hexedit, which unlike gedit 

keeps the same file ObjectID when modifying the file.  



Once all the changes were written to the disk, search for the metadata revealed 

that there are at least four old, not yet reused, metadata blocks highlighted in 

green and two groups of new blocks, which give different timestamps (groups of 

blocks highlighted in blue and orange). 

LBA Offset 

Generation NFS 

sequence 

number 

Time 

Node Item Created Modified Accessed 

73728 0x3EDE 11 9 5 06 25 20 06 25 20 06 25 21 

73792 0x3EDE 11 9 8 08 23 55 08 23 55 06 25 21 

74112 0x3fd0 9 0 5 06 25 20 06 25 20 06 25 20 

74272 0x3ede 9 9 5 06 25 20 06 25 20 06 25 21 

283392 0x3ede 11 9 5 06 25 20 06 25 20 06 25 21 

283456 0x3ede 11 9 8 08 23 55 08 23 55 06 25 21 

283776 0x3fd1 9 0 5 06 25 20 06 25 20 06 25 20 

283936 0x3ede 9 9 5 06 25 20 06 25 20 06 25 21 

Table 2. Image file #2 

Surely, the filesystem driver knows where metadata block with correct timestamp 

is located. This means that if you deal with a non-deleted file stored on a healthy 

filesystem, the easiest way to get a correct timestamp from the filesystem is to 

mount the filesystem read-only and look up the timestamps.  

If a filesystem fails or the file is deleted, some metadata blocks can be destroyed 

or become unreachable because pointers to these blocks are damaged. Data 

recovery tools have to sort all the different metadata and generally timestamps 

cannot be determined reliably. Surely, one could argue that we must take the 

latest timestamps but in general case it is not possible to prove that a block with 

the latest timestamp was not destroyed during the data loss event.  

Let's summarize – on filesystems without copy-on-write like FAT, if you found a 

directory entry describing file you can be sure that this is the only one and the 

timestamp stored in it is the only possible and correct timestamp, save for 



intentional tampering. More complex filesystems, like NTFS, may store two or so 

versions of this block in some cases, but in any case, that's a small number. On 

filesystems with copy-on-write like BTRFS, you deal with potentially large number 

of metadata block versions, among which you can choose the one that looks the 

most recent (according to dates, generation numbers), but there is no proof that 

this is actually the latest block.  

In practical application, all the above translates to the following simple set of 

rules: 

1. If a block storing information that a file had been modified at a specific time 

was found, we can say that the file had been modified at that specific time. 

2. If no block storing information that a file had been modified at a specific 

time or during some time interval was found, we can say nothing about 

whether the file had been modified during that time interval.  

3. If there is a list of all metadata blocks storing file modification timestamps 

and the file has not been deleted, we can say that the latest time is actually 

correct and the file was not modified after that time.  

We expect that such a phenomenon will occur on any filesystem with CoW. 

Although we researched only BTRFS, we think that the same thing will happen 

with other CoW filesystems, notably with ReFS.  

 


