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Partition Recovery course 

Lesson 5 – LDM recovery 
Practice part 

Task – Recovering LDM volumes by binding LDM objects 
According to the task, we have two image files of disks on which LDM is used. The first thing to do is to 

mount these VHD images in Disk Management by clicking Action -> Attach VHD. Note that images are 

mounted as Dynamic disks with Invalid status.  

 

Such a picture in Disk Management points to the fact that metadata on these disk image files is damaged to 

some extent.  

Note that the disks are mounted in the following order: 

 Image-01 matches Disk 9, 

 Image-02 matches Disk 10. 

You want to take note of this because these two notations will be further used interchangeably. Similar 

care is often required when actual physical drives are referred by their Disk X numbers and by their serial 

numbers. Disk X numbers sometimes change upon reboot, but image file names and hardware serial 

numbers are persistent. 

Now, launch ReclaiMe Pro and remove all checkmarks so that ReclaiMe Pro does not reconstruct LDM for 

you. In fact, the damage is well within automatic recovery capabilities, but today the rule is to have 

automatics off.  

Getting to the analysis – select the first Msft Virtual Disk and click Disk Editor. Find ourselves in the sector 0 

and see that the tool recognized it as an MBR sector in which it is written that there is a partition of a 

special type (0x42). This suggests the original layout was MBR. GPT would have 0xFE GPT Protective 

partition instead of 0x42. 

 

As we know from the lesson, for disks with MBR, PRIVHEAD has to be located at the sector 6 while LDM 

database with VBLK - at the end of the disk. To find PRIVHEAD, go to the sector 6 (just type 6 in the LBA 

field). We see that PRIVHEAD is not recognized in the automatic mode; therefore, something is wrong. 
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Select the manual mode of recognition: View mode – > RAID headers - > LDM PRIVHEAD and immediately 

notice that the signature is incorrect. Probably due to the wrong signature, Disk Management does not 

show the disks correctly. However, we remember that in-place repair of LDM is not recommended, so leave 

everything as it is and carry on with the analysis.  

 

In the video lesson, we mentioned that it is convenient to write information about LDM objects in a special 

table, the template of which you can download at our website1. So, in the PRIVHEAD row write Disk ID GUID 

and Logical Disk Start and do mark what image file this PRIVHEAD comes from.  

Repeat all this procedure for the second disk. 

Further move to the analysis of VBLK blocks which are located at the end of the disk. The easiest way is to go 

to the end of the disk by typing, say, 99% in the at field and then use the built-in search function of 

ReclaiMe Pro. For this, select LDM VBLK in the Object tab and click Find next.  

 

  

                                                           
1 http://www.data.recovery.training.com/partition-recovery/ldm-blank-sheet.pdf 
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ReclaiMe Pro moves on to the first found VBLK, but you are still using manual recognition. Switch to the 

automatic mode: View mode -> Auto select and get such a picture: 

 

Start to analyze VBLK blocks of different LDM objects and continue to fill our table with the data. For two 

Disk objects, write down Disk ID GUID and This object ID: 

 

Then write down the data for four Partition objects: Start LBA, Parent component ID, Disk object ID and 

Component part index. The screenshot for one of the partition objects is shown below: 

 

Further, we need to analyze Component objects. In our task, we have two components. For each of them 

write down Parent volume ID and This object ID: 
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Note that an LDM component contains information about the array, namely stripe size and number of 

columns. Later, this information helps us when we will create a custom layout of the RAID for recovery. 

Finally, the last object is volume. There are two volumes, for each of which we need to write only 

This object ID: 

 

Now, start to bind objects in the following sequence: 

1. PRIVHEADs with Disks based on Disk ID GUID, 
2. Disks with corresponding Partitions based on object identifiers, 
3. Partitions with Components based on object identifiers, 
4. Components with Volumes based on object identifiers.  

Once you complete binding objects, you should get something like that: 

 

So we have two volumes, one of which is a stripe set (RAID0) and the other is a mirror (RAID1). For 

convenience, let's designate the partitions with capital letters A, B, C, and D and start calculating physical 

location of data on the volumes using the following formula:  

𝑃𝑎𝑟𝑡𝑖𝑡𝑖𝑜𝑛 𝑠𝑡𝑎𝑟𝑡 =  𝑆𝑡𝑎𝑟𝑡 𝐿𝐵𝐴 +  𝐿𝑜𝑔𝑖𝑐𝑎𝑙 𝑑𝑖𝑠𝑘 𝑠𝑡𝑎𝑟𝑡 

First for the partitions A and B belonging to the RAID0 volume: 

Partition Start (A) = 63 + 1985 = 2048 {on Image - 02} 

Partition Start (B) = 63 + 1985 = 2048 {on Image - 01} 

And then for the partitions C and D belonging to the RAID1 volume: 
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Partition Start (C) = 63 + 16 385 985 = 16 386 048 {on Image - 02} 

Partition Start (D) = 63 + 16 385 985 = 16 386 048 {on Image - 01} 

Here's how it looked on paper: 

 

Now move on to creating the regions in ReclaiMe Pro. Close the Disk editor window to return to the Disk 

and partition list window, select the first disk, and click Manual region. In the window that appears, enter 

2048 in the Start field and check Create region till the end of the parent. We do not set the exact size of the 

region because all information about filesystem is stored closer to the beginning of the partition. It is safe 

to do that in all cases except a spanned volume for which you need to specify the exact beginning and the 

size of the partition.  

Repeat all the actions for the second disk. Once you created the region on the second disk, select these two 

regions, click Manual RAID, and start creating a custom RAID layout. 

First, specify the array type – RAID0, and stripe size – 128 sectors (64 KB). The next step is to set a disk 

order based on the Component part index written in our table. We see that partition A located on the 

second disk (Image-02) has Component part index 0 meaning that this disk is the first disk in the array. So 

we need to move up the region on Disk 10 (Image-02) by selecting it and clicking Up. 

 

Click OK and return to the window with devices. Under the Reconstructed RAIDs section, select the newly 

created layout, and click Start scan. In the Filesystem recovery parameters window, change nothing and just 

click Start.  
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In a couple of seconds, ReclaiMe Pro displays the NTFS folder. Open it and check the quality of recovery, for 

example, based on the Posters folder. All the posters are opened and displayed correctly; therefore, the 

recovery of the first volume is successfully complete.  

Now it's time to recover the second volume. Start with creating the regions as in the previous case with the 

only difference being that we should enter 16 386 048 into the Start field instead of 2048. Once the regions 

are created, make a custom RAID1 layout. 

Some may find it useless to create a custom layout for a RAID1 since in case of a RAID1 you can do fine with 

just one region. However in real life, you may face not quite healthy disks in RAID1, say, there is a bad sector 

somewhere and data cannot be read. With a RAID1 layout created, in case of failed read operation, ReclaiMe 

Pro will try to read data from other disk. 

Once the file recovery on the RAID1 volume is complete, you get such a picture: 

 

Conclusion 
On the offered disks, we found two volumes each consisting of two partitions. One volume is a stripe set 
having 128-sector stripe size and the disk order of Disk 10 (Image-02) – Disk 9 (Image-01). The second 
volume is a mirror.  

We calculated the physical starts for the partitions and then created regions on disks. Further, on these 
regions we created custom RAID layouts and then successfully recovered data from them. 


